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Foreword

There is a lot of interest in DDD recently, both in the book, and in the methodology, and in the
buzzword.

As a book and methodology,DDD is an excellent way to approach complex software problems,
and make them far more understandable and manageable. As a buzzword, DDD is in danger of
being corrupted like many other good software practices.

To try and clear up some of the confusion around DDD, | am intending to start a series of short
blog posts, covering aspects of DDD and trying to demystify it.

Domain Driven Design is actually pretty simple. It
seem to have a hard time grasping it. | put this down to a great deal of inexperience, with many
people who have just read the book in a cursory wa

T these people then confuse the issue for others.

Very few people could claim to have done fullon-balls-to-the-wall DDD, due to the relative

Anewnesso of the book, and the time the ideas it =c
in the .Net space, where DDD has taken longer to penetrate than the Java space where the book

was formed. | have practiced DDD in some way on three live projects, to a lesser degree in some
aspects, and closer to the fAone true wayo in other
expert, beware anyone that claims they are.

That said, some of t he withdDbtham dthess.orhelr wisdem isiwelh e mor e
worth picking up along the way i with no specific favouritism or deliberate omission, | heartily

recommend you read stuff by Jimmy Nilsson , Greg Young Colin Jack, Udi Dahan and of

courseEric Evans.

Some take the book, Domain-Driven Design: Tackling Complexity in the Heart of Software, to be

ithe onieblterou,e bbut 1| i ke everything in software, it
you are stepping into DDD with more than a gentle dip in the water, this book will prove to be a

very solid basis for going forward without drowning 7 | recommend it strongly.

For a quicker introduction, | recommend ( and have done so in the pas}, downloading the InfoQ
eBook Domain Driven Design Quickly.  Thi s distill ation of Ericés wor
overview of what DDD is, and how it can help you.

When you remember that DDD is really j udbdiousi OO sof't
that strong OO experience will also stand you in good stead when approaching DDD. To do my

part, | am intending to start a series of blog posts covering various aspects of DDD, to try and

make DDD seem somewhat more approachable, and hopefully to ty and show that DDD is a

whole lot simpler than many make it appear.


http://jimmynilsson.com/blog/
http://codebetter.com/blogs/gregyoung/archive/2009/01/16/ddd-the-generic-repository.aspx
http://www.lostechies.com/blogs/colinjack/archive/2008/10/22/ddd-and-complexity.aspx
http://www.udidahan.com/2009/01/26/altnet-ddd-podcast/
http://www.amazon.com/Domain-Driven-Design-Tackling-Complexity-Software/dp/0321125215
http://devlicio.us/blogs/casey/archive/2008/09/01/domain-driven-design-quickly-infoq.aspx
http://www.infoq.com/minibooks/domain-driven-design-quickly
http://www.infoq.com/minibooks/domain-driven-design-quickly
http://www.infoq.com/minibooks/domain-driven-design-quickly

The Ubiquitous Language

Britain and America are two nations divided by a common language
(George Bernard Shaw / Oscar Wilde)

It could be said that the business and developers are two mtions divided by a common language.
If you listen to conversations between developers and the business guys they are writing code for,
they seem to speak the same language, but often have entirely different meanings.

This disjoint is what the concept of the Ubiquitous Language (or UL) is intended to eliminate
in Domain Driven Design.

The concept is simple, that developers and the business should share a common language, that
both understand to mean the same things, and more importantly, that is set in business
terminology, not technical terminology.

Developers have historically had a hard time with talking to the business i developers are by
nature technical, and have a bad habit of |l etting
conversations. We areall guilty of it at the best of times.

The Ubiquitous Language in DDD is a negotiated language between the Domain Experts and the
technical guysi but the rule is that the Domain Experts lead and the technical people follow. As
the UL evolves, and this maytake weeks or many months, the language becomes more and more
refined.

Eric Evans has some good examples in his book of how the UL is drawn out of the conversations

bet ween the domain experts and the devédlsuff;tement t e a
to say you should be listening to how your users and domain experts refer to things, and try and

fit in with their language.

One thing to bear in mind here is that although the UL is drawn in the language of the business, it
can also include things that might seem like technical terms.

A recent conversation on a DDD list discussed things like Paging and whether these belonged in
the domain. Some people then decided that these were technical terms, and on their (IMO
misunderstanding) reading of the book, they stated that words like Paging are technical terms
and shouldndét be in the UL

That assumption has two basic problems:

1) Users have adopted terms I|ike Paging as their o
present in 90% of the applications and web pages they use. So Domain Experts adopt this
|l anguage when expressing their requirements. They

regard to the domain, but they may well use it in their user stories, use cases or requirement
documents. Whether this concept carries through to the domain is an implementation issue.

2) There are many technical terms that exist in the UL already, Eric listed them in the book.
These are common pattern names, that the technical team introduce to try and help the Domain
Experts formalise their concepts. So terms like Specification and Event may well appear in the
UL.

In Conclusion

The Ubiquitous Language is the foundation of Domain Driven Design, it is the basis on which
your technical team can become part of the business, an work in their interests, rather than



being see as fAthe geeks who sit Tdondhtt mermhweo and
departments divided by a common language



Bounded Contexts

I't was brought wup indirectly i rnofadbigutopnsment on my | a
Language (UL) seems like it is too all encompassing. Indeed it isi unless you are working on a

very simple application, one | anguage just isno6t e
model o wi Il al so be t duallyturmaimtg@ Big BahoviViuel | THayis wheren d e v e n
the idea ofBounded Contexts  come into the game.

Bounded Contexts i n DDD is one of the fadvancedo topics,
until w ell over halfway. However, | am going to introduce it now, so that later in this series, the

terms dond6t become an obstacleé in the book you co
you donodét have that luxury. Fiete | d d g £red tt omaskkd pmu chh s
now.

Suffice to say you could model your entire domain as a single thing, with a language to cover
everything, but if you look at the business you are trying to model, it is unlikely that is how they
see things.

An example of Context here would be within an ecommerce system. Although you could model
this as a single system, it would also warrant splitting into separate Contexts . Each of these
areas within the application have their own Ubiquitous Language , their own Model , and a
way to talk to other Bounded Contexts  to obtain the information they need.

Example Ecommerce Contexts

Well the obvious starting point would be the customer facing Context i | et 6s cal |l thi s
theShopping Context 7 this is the part of the application that lets a customer browse the

catalogue, search for items, pick items, and put them in their shopping basket.

You may be thinking this is it for a simple ecommerce systemi and for a simple system it
probably is. However on larger systems there are otherContexts that should probably come into

play

When the customer c¢licks Acheckouto then we need t
the Ordering Context  to take the shopping basket, process the payment and to create the

relevant instructions for picking, the Inventory Context  (which may have been involved earlier

to display fAitems in stocko) twathelstsnaygeen t he it ems
depending on the scale of the entire application.

Each of theseBounded Contexts  has a specific responsbility, and can operate in a semi-
autonomous fashion. By splitting these apart it becomes more obvious where logic should sit, and
we can avoid thatBBOM.


http://en.wikipedia.org/wiki/Big_ball_of_mud
http://en.wikipedia.org/wiki/Big_ball_of_mud

Bounded Context or Context?

The term Conte xt is a general description of a grouping of concepts, the termBounded

Context is more specifici aBounded Context is an area of your application which has

explicitly defined border sModehasand 6maiomwtna imos eilt, 6 $ a
Within the Bounded Context  everything should be strictly consistent.

Usually, we can use the termsContext and Bounded Context interchangeably, though | tend
to talk in terms of Context about the business side of things, and the termBounded
Context about the technical implementation.

In essence, aBounded Context is an application in its own right. By splitting your large
application into many Contexts , you gain all the advantages of modularity, separation of
concerns and loose couplingi but on a much larger scale than many developers often think.

300AT U "1 O1 AAA #1171 OAgOGO - 000 )1 OAOAAOe

Indeed they do need to. Within DDD this is done using a Context Map . Again, | will skip the
details for now, but suffice to say, aContext Map is a clearly defined way of talking between
Bounded Contexts . The book has a number of examples of how this could be implemented,
and many more will become apparent as you progress. TheContext Map is the contract your
Bounded Context provides to the outside world, other Bounded Contexts

In Conclusion

We skipped a fair way ahead here, so dondt get too
exist, and they resolve issues around conflicting Ubiquitous Language terms, allow Models to
focus on specific problems, and provide a loosely caipled application architecture.



There Is No Database

Do not try to bend the spoon; that's impossible. Instead only try to realize the truth:
There is no spoon.
The Matrix

Again prompted by discussion on the DDD Yahoo list, this post is intended to explain what on the
face of it is a pretty dumb assertioni there is no database in DDD!

Il 6m sur e r i g [t israaching forihis keyboardrotpeint out that | am dangerously
close to repeating The Tao of Domain Driven Design. Yes, | love my mystical analogies!

But if you think about this apparently stupid statement, in the context of Domain Driven Design,
it has a subtle and important point 7 DDD is all about the domain, not about the database, and
Persistence Ignorance (PI) is a very important aspect of DDD.

What is Persistence Ignorance and Why Does it Matter?

This relatively new principle says we should try and keep our code free of anything that refers to,
relates to, or propagates, aspects of the mechanism we intend to use for persisting our data
traditionally the good old relational database.

Early versions of this were focused on the imaginary requirement that we should be able to

change from SQL Server to Oracle with relatively I
good enough, so various frameworks and adapters appeared to try and make this happen.

Frequently however, knowledge of not only what specific database would be used, but even the

fact that the data would be stored in a database leaked into our objects.

With persistence ignorance, we try and eliminate all knowledge from our business objects of how,
where, why or even if they will be stored somewhere.

This is a major step towards decoupling our real code and logic from infrastructure concerns like
data access, it therefore benefits us hugely in terms of testing, maintenance and change.

Where Does Persistence Ignorance Appear in DDD?

Pretty much everything in DDD is designed around PI, the basic pattern that is used for
accessingEntities and Value Objects (the core building blocks of DDD which | will cover in
my next post) is the Repository

I  wo n 6 Repasitony e in detail at this point in the series, but the primary purpose of a
Repository is to represent itself as a collection, albeit a collection with fairly specific and
advanced querying. TheRepository provides a simple and powerful mechanism for making
your Domain totally una ware of the actual persistence framework you are using behind it.

As aRepository is a collection, anything that uses it is completely unaware of where the Entity
or Value Object may or may not have been stored.


http://www.blogcoward.com/
http://devlicio.us/blogs/casey/archive/2008/09/10/the-tao-of-domain-driven-design.aspx
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Domain Driven Design states specifically, in the name, whyi we are designing our applications
from the point of view of the Domain , and the Domain is drawn from the Ubiquitous
Language we negotiate with our Domain Experts

If we were to start with a database the it would be Database Driven Design. If we were to
consciously or subconsciously bring elements from the database into ourDomain , then we
would risk compromising our Domain model purely to support the persistence layer we had
chosen.

In Conclusion

Startfromthe pr emi se At here i s noULd the Doiains,ard everything
that entails, without concern to the database you may or may not use in the end.

Eric covers in his book points where you may need to compromise one side or other, and good
reasons for doing so, but if you start from a pure point of view, at least you will be making
informed and explicit decisions about your compromises.

t

0]

evo



Command Query Separation as an Architectural Concept

There has been some confusion recently around a reent evolution of DDD, the idea of Command
Query Separation (CQS) at the architectural level.

mpi ng ahead nto the fAadyv
csS t

This post i
dnoise.n firsté hose wil|

is yet again
just want to get the bas

-

Many of you will be familiar with  CQS in its original form, Bertrand Meyer presented it as:

fevery method should either be a command that perf
to the caller, but not both. In other words, askingaquestons houl d not <change the a

wikipedia

On the method level it is an excellent principle to follow, but Greg Young introduced (at least |
heard it from him first) the idea of Command Query Separation at the architectural level. This
was alsodiscussed a long time backby such luminaries as Eric Evans and Martin Fowler.

What Does CQS Mean at an Architectural Level

In DDD, as presented by Eric Evans originally, the Repository concept is responsible for
abstracting your Entities and Value Objects awayfrom the way they are persisted. To retrieve
an Entity , or a set ofEntities , you would use aRepository method like
.GetAllOutstandinglnvoices or pass a Specification into a generic query method.

This is a perfectly viable and valid way of querying your Entities , but it does have some issues
around some aspects of an application, these are generally referred to aRkeporting issues.
Reporting issues may well be reports in the classic database style, or may be such things as user
interfaces that require searching, sorting, paging and filtering of data.

The concept of applying CQS at an architectural level says, ouDomain and transactional
operations will use the Repositories , but for Reporting operations, we will use a separate
mechanism. The Command is theDomain operations, the Query is the Reporting operations.

Does This Mean We Have More Than One Set of Data?

Perhaps. For the vast majority of systems this sho
Repositories can also provide the data for the Repor ting side of things. This after all is just an

issue ofBounded Context againi we have a separateBounded Context for Reporting , and

asBounded Contexts  have their own code and data access, thi€ontext can encapsulate all

read requests, and just read them off the same store that your Repositories  in your main

Domain do.

For example, your main Domain may be using an ORM like NHibernate sitting behind your
Repositories . It will provide a rich mapping from your Entities into the database behind.

Your Reporti ng Context may well use NHibernate too, but with a simplified model designed
for read purposes, or you may even just have an ADO DataReader sitting in theReporting
Context , reading directly from the database that NHibernate is writing to elsewhere.

Itis certainly viable to have more than one persistence mechanism however and larger more
complex systems may well duplicate dat a. I can alm


http://en.wikipedia.org/wiki/Command-query_separation
http://codebetter.com/blogs/gregyoung/archive/2009/01/13/dddd-master-detail-question.aspx
http://domaindrivendesign.org/discussion/archive/reporting_from_database.html

Duplication of Data

iwWe spend a great deal o f ineng itegnityt mamtainingt ai ni ng dat a,
consistency, and some fool wants to duplicate this problem all over, now we have two lots of data
to manage and synchronise! o

Well, no. When you think about it, this is just data for read purposes. And that means that this
data can be a subset or a combination of data from ourDomain . It could be created by events
being published from the Domain , or it could be created by taking a snapshot of

the Domain data.

The only issue that really exists is that this data could be stale orinconsistent i it may be 5
seconds out of date, or 10 seconds, or maybe just 1 secorid but this data may not be up to date.

Wel l, of <course it boiéanyafthe data o yoursystenoreatlyaup te date?

Even if you just requested it from your Domain , and it appeared on screen, before you hit any

key on your keyboard, that data is already stalei by t he ti me you press fAupdat
something else may have modified the data.

Eventually the data may be up to date and consistent, itjust may not be the instant you request it.
So yes, the data may be stale, but is that really an issue? (hint: the answer is no)

In Conclusion

It may pay to split your Reporting concerns from your Domain concerns, keeping your
Domain clear of ad-hoc reporting concerns, and Ul concerns. It may also be far more effort than
it is worth if the system does not have either massive humbers of these kinds of queries, or just is
not that complex.

However, bear in mind that this is a good option for allowing the Doma in to evolve without
concerns from other parts of the wider application leaking into it, and is a good tool to have ready
when you face this issue.



Entities and Value Objects

Finally, after 5 posts in the series, we get to the beginning point, the basiso f a |l | Entitieb n g s é
and Value Objects . OK, maybe a small exaggeration, butEntities and Value Objects (VO)
form the core building blocks of Domain Driven applications.

Why has it taken this long to get to something so fundamental? Well, mostly | got distracted by

shiny things alongthewayi t opi ¢cs came up and | felt the need to
before | forgot where | was. I am at that age wher
rarely get around to it. Oh yeah, Entities and Value Objects i almost forgot!

Back in the good old days we used to have things called business objects, these were classes that
held some data, had some methods, and we threw into a database.

DDD has refined this concept a little, by splitting the idea of these business objects into two
distinct types, Entities and Value Objects

Entities

Aithis is my Entity, there are many |l i ke it, but

The key defining characteristic of an Entity is that it has an Identity i it is unique within the
system, andno other Entity , no matter how similar is the same Entity unless it has the same
Identity

Identity can be represented in many ways on arEntity 1 it could be a numeric identifier (the

classic Customerl|l D), it could ba@itmuldbeanturdlkepe cl| ass
(like the CustomerNumber your Customer was given by your CRM system when they first bought

from you).

Examples of common Entities are: Customer, Product, Container, Vehicle
Whichever way you choose to represent it, anEntity is defined by having an Identity

Value Objects

The key defining characteristic of a Value Objects is that it has no Identity. Ok, perhaps a little

simplistic, but the intention of a Value Object i s t o represent something by
TwoVOs mayhave identical attributes, in which case th
have any value other than by virtue of their attributes.

Another aspect common to VOs is that they should probably be immutable, once created they
cannot be changed or altered You can create a new one, and as they have no identity, that is just
the same as changing another one.

Examples of common Value Objects: Money, Address, ProductCode
(Auh )G60A (AAOA T &£ 4EAOGAR 7A (AOGA 4eAi ET 8. AOA

Dondt (Entitiek uandkValue Objects with Reference Types and Value Types, they sound
similar but bear only a passable resemblance. BothEntities and Value Objects would be
usually be implemented in .Net as Reference Types (Class not Struct).



So Entities and Value Objects Just Store Data?

Definitely not! The point of DDD is to create a rich Domain 7 if you only stored data in your
Entities and Value Objects , you would have an anaemic domain modeli one of the primary
anti-patterns to DDD.

Entities should have methods on them that logically belong therei so aCustomer might have
a .UpgradeToPreferredStatus and avO representing Money may have a methods to .Add,
.Subtract, and so on. These methods would obviously come from theUbiquitous Language

( A we Upgrmade aCustomer to Preferred Status 0 i we Ada two amounts of Money
together o)

In fact, in DDD there is less concern about what or how the your Entities and VOs store data,
and more concern about how they represent that data and how they manipulate that data.

Some would go so far as to renove Setters and Getters from them entirelyi though my personal
preference is to remove Setters only, and make Get
the Entity .

For VOs create only constructors, after all they are meant to be immutable.

For Enti ties use only constructors or strong methods to make any changes. Directly changing
properties can have nasty side effects, and leavé&ntities in a temporarily invalid state.

And We Put These Things Into Repositories Right?

Not quite, at least not all of them directly, we will cover that in the next part of the series, the
concept of Aggregate Roots.

In Conclusion

The AOthingsd in your busi nEntties andVdueQbgeesalnl y be rep
DDD. They form the shape of your Domain, and would generally be the things you draw up on
that class diagram on the wall.



Where is the Code? A Brief Interlude

Right about now | can hear murmurs, "I haven't seen any code yet"

That is because | view Domain Driven Design firstly as a design methodology, secodly as an
architectural style, and lastly as some great software patterns.

| don't believe | am alone in that view, after all it is a significant way into the book before
anything resembling UML appears, and even further before anything code-like is introd uced.
Now you could pickup the book, extract some of the key terms and half a dozen patterns, and
undoubtedly you would be writing better software ... but | suspect you may have missed the
"wood for the trees" or put another way "You spent so much time focusing on the details, and
missed the bigger picture”

DDD is a better way of thinking about software design, it helps you translate what users and
businesses need into software that meets those needs. The patterns may make your software
more stable or more maintainable, but it is the methodology that guides you to deliver something
fit for purpose.

Of course, eventually you are going to need some code, as a comment on my last post indicated. |
am going to postpone that for a while | am afraid, | apologise in advance if anyone is eager to get
typing. We have a few more fundamentals of DDD to explore first, then | promise | will start to
delve a little into how to best implement these things in C# code.



Aggregates and Aggregate Roots

We are family
| got all my sisters with me
Sister Sledge

Some things belong together, like Apple Pie and Ice Cream, or Sonny and Cher. And so it is with
Entities and Value Objects (VOs) T some of them belong together.

Aggregates are groups of things that belong together. An Aggregate Root is the thing that
holds them all together.

I will warn in advance, as | proof read this post, it was pretty complicated i while | have tried to
simplify the concepts, | am not certain | have totally succeeded. Hopefully Aggregates will
becomemore clear later in the series when | start exploring them in code.

A Simple Example

In all Object Oriented programming we are used to dealing with objects that have references to
other objects, and in DDD it is no different. For example, our Customer may have a reference to
the cusQrdemer 0s

An Aggregate is slightly different, where as Customers and Orders can exist in the system
independently, some Entities and Value Objects make absolutely no sense without their
parent. The obvious example following on is Orders and OrderLines

OrderLines have no reason to exist without their parent Order , nor can they belong to any
other Order . In this case,Order and OrderLines would probably be an Aggregate , and the
Order would be the Aggregate Root

The rule of Cascading Delete is sometimes cited as a good way to tell if you have a group of
Entities or VOs that should be an Aggregate i if the parent, in this case the Order , was
deleted all other parts of that Aggregate below Order would be deleted too. So if it does n 6 t

make sense that a parent being deleted would

Aggregate , you just have a good old fashioned reference.

So What is the Point of an Aggregate?

Well the first and most obvious point of an Aggregate is that it operates to a large degree as one
At hingo. Nggregatk |Rpot iskthe single Entity that controls access tothe children.

Where you may have aCustomer with operations like .UpdateToPreferredStatus and you may
have anOrder with .GetSumTotal i the OrderLines of an Order would not have any logic
exposed outside of theOrder Entity 1 in other words to add a new OrderLine , or to change an
OrderLine , you would tell the Order to make the changesi Order .AddNewltem for example.

In this respect, Aggregat es provide a clean pattern to keep logic where it really belongs.

Another aspect of Aggregate Roots is that they are the Entities that are dealt with by Repositories.

In our examples above, we would have aCustomer Repository , and an Order Repository
but there would not be an OrderLine Repository . Itis the responsibility of the Aggregate
Root Repository to deal with persistence of all the children of that Aggregate .

a l
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Restrictions on Aggregates and Aggregate Roots

The main, and possibly obvious restriction on Aggregate Roots is, they must be Entities , and
cannot be Value Objects . Back to the previous post, you will remember that Entities have
Identity , and Value Objects do noti you could not ask aRepository to retrieve an
Aggregate Root if it had no Identi ty.

Within an Aggregate , the other players can beEntities or VOs as the domain dictates. For
example, expanding our Order example further, the Aggregate may comprise the Order
(Aggregate Root ), the Order may have anOrderNumber  (Value Object ), some
OrderL ines (Entities ), and aShipping Address  and Billing Address  (Value Objects )

Entities can hold references to anyAggregate Root , but never to any other Entity or VO
within the Aggregate . To access any other part of theAggregate , you must navigate from the
Aggregate Root

How the component parts of an Aggregate are persisted is a matter for the implementation
behind Repository , but if you were using an ORM like NHibernate for example, the changes are
that the Value Objects would be NHibernate Components nested in their parent entity record
and the Entities would be old fashioned mappings, each with their own table.

In Conclusion

Aggregates provide a logical grouping of Entities and Value Objects that belong together at
all times. An Aggregate Root is the gatekeeper to the Aggregate . EachAggregate is treated
as a single unit for persistence purposes.

By logically grouping Entities and VOs in this way, we provide a mechanism to strictly
manage a grouping of objects, and a way to allow us to treat a number of dfferent Entities and
VOs as one.



Services

There can be no word more common in development, and no word used for such a multitude of
di fferent things as fiserviceo

It was therefore unfortunate that Eric Evans introduced yet another concept of Service in DDD,
one which has since been referred to by some as ®omain Service . However, people often use
the term Service inisolation, as Eric did in his book i1 so ifitis in relation to the Domain , itis
probably what | prefer to call a Domain Service 1 otherwise it is likely to be one of those

fot hero services.

31 8 $11 AET 3AOOEAAO ! OA 8 7EAOe

Well, if Entities and Value Objects ar e t he At Bamaig stle Serviceso arera way of
dealing with actions, operations and activities.

3ET O1 AT60O , | CEtiesDirdctly?1 OEA %l OE

Yes, it really should. We should be modelling our Entities with the logic that relates to them and
their children. But someti mes that | ogic either do
Entity bloated and unwieldy.

That is when Senices come into the picture. They help us split logic that deals with multiple
Entities, or that deals with complex operations or external responsibilities, into a separate
structure more suited to the task.

So What Are the Characteristics of a Good Domain Service?

Oddly, they are much the same as the properties of
Evans directly, they are:

1 The operation should be something that relates to a concept that does not naturally fit
on an Entity or VO

1 The interface is defined in terms of the elements of the Domain Model

1 The operation is stateless

The first two of those are pretty obvious and easy to apply, the last is in general a good definition
of a Service, and although some would argue there is no suchthingas 't at el ess, donét ex
state explicitly, and presume instance of your Services should not affect each other.

Some Examples of Services

So far we have been using an ecommerce system as a

When a customer addsitems to their shopping basket, they will expect to see the items totalled,
and things like shipping costs calculated.

These things might conceivably sit on the Shopping Basket Entity i but a bit of deeper
thought shows that this is probably not a perfect fit. For a simple system the basket might be able
to contain all the logic required, but expanding our system and moving it to a DDD focus would
probably extrapolate Services to deal with these issues PricingService and
ShippingCostingService could well be two of the players in this game.



After all, apart from needing to deal with the items in the Shopping Basket, these operations may
well require communication with other services, calculation and pricing engines, external
suppliers ¢é i nyhave &letof reaponsililigies that Wweedo not want to bring into
our Entity .

Now instead of our ShoppingBasket having .GetTotalPrice and .GetShippingCost methods, we
can use a Domain Service to get this information, and keep our Entity focused on the redtasks,
managing the items in the ShoppingBasket

Services in the Ubiquitous Language

Entities and Value Objects |live comfortably in the
Experts and Users talk about.

Services also live inthe UL, they aretheacdt ons t hat our DEs and Users t al
see a noun in the conversation, it is likely to be an Entity or VO. When you see a verb, it may well
be a Service

In Conclusion

Services provide a way of expressing actions and operations within our domain.Where as
Entities and Value Objects, the Athingso, provide
plumbing between them and allow us to express more abstract concepts.

Just beware of creating an anaemic domain model; Services are there to support Entites and
VOs, not to strip their logic from them.



DDD: What Kind of Applications Is It Suited To?

I n many conversations, and in many comments here,
suited to DDDO or nADDD i s n 0duevemsee thosekind ofcommeritsor t h a't
on my blog, and often they are posted by me.

This obviously leaves a number of people confused, after all DDD is the wonder cure for every
software illness, surely there is nothing it cannot do!!!
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Downl oad the eBook of the Series so far é

Where is Domain Driven Design a Good Fit?

DDD is a software methodology suited to a particular kind of application i one where there is
signif icant complexity , and there is a significant focus onawell defined business model

Complexity

The subtitle of Eric Evans booksaysitall-i Tac k | i
Complexity in the DBRiaawayab f
making complex systems more manageable, better
understanding their intricacies, and simplifying a subject
that could otherwise be overwhelming i i.e. avoiding a
classic big bal of mud.

We often end up with a Big Ball of Mud when we started
out with a fairly sketchy idea of the requirements we had,
and built our software in such a way that rigidity set in
early on. Over time as new requirements evolve, we bolt
them on to what we had before, and piece by piece we en
up with our Mud Ball 6 aBarg
Cubei where all your code has been assimilated, and is
now part of the collective.

By applying DDD we can break that complexity down into methods of extracting better models
from our users and domain experts, and apply software patterns that let us add and evolve to the
model, without it becoming a rigid monolith.

Focused Business Model

From within the text of the work by Eric Evans, you will soon find that t here is a heavy emphasis

upon the business side of the equationi there is constant reference to Domain Experts. These

Domain Experts represent the business, and shoul d
workings. Not the workings of the software, or t he way the business analysts see the softwaré

but the business itself.

Therefore, you will find it hard if not impossible, to gain full benefit out of DDD if you do not

have Domain Experts up close and personal for the duration of the projecti this means that

doing DDD on an | SV style application wil!|l be hard
model of your customers in the way that you should.

It will also be hard to fit DDD to your project if your requirements are too flexible or generic, as
again a lot of ISV products are by their nature. DDD is very geared towards providing a highly
bespoke solution for an individual business.


http://www.goinsane.co.uk/Domain%20Driven%20Design%20-%20Step%20by%20Step.pdf

What DDD is good at is drilling deep into a business model, and turning that business into
a software model.

Internal Applications

Obviously from what | have said so far, DDD is best suited to large projects, where the
development team is in-house with the business they are providing a solution for. This ensures
that you can gain maximum benefit from what DDD has to offer.

Outsourced Applications

If your development team is outsourced, but writing a bespoke application for a single client,
then DDD could be made to work. The key to doing this successfully would be ensuring you had
constant access to domain experts, ad that their time was not in high demand elsewhere.
Constant verification with the Domain Experts would be an important aspect of making this

work, and obviously this would be easier with the
ISV Applications
By their nature, ISVappl i cati ons have two qualities that are

very generic requirements, and they have highly user customisable models. These kind of
applications may well benefit from a lot of the common sense in DDD, and some of the pattems,
but DDD will be no magic bullet here.

Data Centric Applications

Some applications are fundamentally just data manipulation programs. Obviously all
applications deal with moving data around, but some live for the data and some live for the logic.
DDD is very firmly in the logic camp i so is not suited to applications where the primary focus is
on retrieving data. modifying that data, and then putting it back into a database.

For data centric operations you would probably be better off using something lik e an Active
Record pattern, or even a DAL over stored procedures. You may find some benefits in some of the
more cursory aspects of DDD, and perhaps using some of the terminology, but trying to make
DDD fit here will not be a pleasant experience.

The Bad News

Probably 95% of all software applications fall int

Most are fundamentally Data Centric i most websites are, mostdesktop applicationsar e é
fundamentally most data updating and reporting applications are da ta centric.

Of the remaining applications, a | arge percentage
be tricky, or big, but not complex.

The Good News

For the 5% of applications where DDD is a good fit, it is a very good fit. For those situations, DDD
will help you crack a very tough nut. Here, DDD may be the silver bullet for that werewolf that
your manager just pointed to your desk.

And even i f your application isndét in that 5%, the
encapsulated in Domain Driven Designi use what you think applies to your situation, and you



will find your software becoming more flexible, more reactive to your audience, and easier to

understandi j ust donét expect miracles, and beware

of it T sometimes simpler really is better.
In Conclusion

There are no hard and fast rules about what DDD is best suited to, and | just made those statistics
up, but no software methodology is going to be the miracle cure.

Take from DDD what you think benefits you and your situation T but accept that it cannot be
everything to every person.

of
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DDD: The Repository Pattern

| seem to have taken a fairly long time to get here, and it has been mentioned in passing, but now
we get to the last major part of the Domain Driven Design picture i Repository

In traditional architectures, your application talks to some kind of database layer, and asks it to
save or retrieve your objects. DDD i Bhersisrnioght |l y di f
databased

Of course, there is a high likelihood you do *actually* have a database, but theRepository
pattern ensures you need to take little to no concern of it within your domain .

Repository Is  Just A Collection

The primary thing that differentiates a Repository from a traditional data access layer is that it is
to all intents and purposes a Collection semantici just like IList<T> in .Net

Repository Is  Just A Facade

While Repository pretends to be a Collection to your domain, it is actually just a variation on the
Facade patterni it takes a complex subsystem (persistence or the database), and wraps it with a
simpler interface (a Collection)

Repository Is Not A Data Access Layer

Well, at least not in the traditional sensei i t doesndét talk in terms of fd
Aggregate Roots. You can tell your Repository to
can ask it for a particular Aggregate Root. When you reanember that Aggregate Roots may

comprise one or many Entities and Value Objects, this makes it fairly different to a traditional

DAL that returns you back a set of rows from your database tables.

a
a

Repository Is Persistence Ignorance

An important part of any properly decoupled architecture is Persistence Ignorancei your
application or domain should be completely unaware of how or even if your data is persisted’ it
should just expect it to happen. In DDD the Repository pattern achieves this by a combination of
the first three headings abover it pretends to be a collection, acts as a facade onto your actual
persistence layer, and it does not act like a DAL

The Repository is the seam between your domain, and the technical implementation you use to
store and retrieve your data.

Repository | s A Q@ggltefjae®Rtoison €& Of

The Repository pattern is not just a thin DAL T it is responsible for talking in Aggregate Roots
only. A single Aggregate may contain 2,3 or more Entities and Value objectsi so our Order entity
may also contain OrderLines, there would not be a Repository for OrderLines, it would be up to
the Order Repository to persist an Order and all the OrderLines it contains.

What Sits Behind A Repository

Pretty much anything you like.


http://devlicio.us/blogs/casey/archive/2009/02/12/ddd-there-is-no-database.aspx
http://devlicio.us/blogs/casey/archive/2009/02/12/ddd-there-is-no-database.aspx
http://devlicio.us/blogs/casey/archive/2009/02/12/ddd-there-is-no-database.aspx

Yep, you heard itright. You could have a database, or you could have many different databases.

You could use relational databases, or object databases. You could have an in memory database,

or a singleton containing a list of in memory items. You could have a REST layer,or a set of SOA
services, or a file system, or an in memory cachetée

You can have pretty much anythingi your only limitation is that the Repository should be able to
act like a Collection to your domain.

This flexibility is a key difference between Repository and traditional data access techniques.

In Conclusion

The Repository pattern is a Facade, that abstracts your persistence away from your Domain. On
one side it pretends to be a collectioni on the other it deals with the technical concerns of your
persistence implementation.

Repository provides us with a mechanism to achieve Persistence Ignorance in our Domain.



DDD: Living In The Enterprise

No, not that Enterprise!

The other Enterprise 7 the big amorphous one that
organisation spent a fortune putting S OA around.

Domain Driven Design appears to be at odds with large
scale distributed systems, it is after all methodology to
design and write application software, and in SOA we
dondt have iavplpaleisendcesi(tluisnssone of
t hose t i mean Domaid Senvidds")

The foundation of SOA is an environment of distributed systems talking via messages, sent
between services, probably over message bussés not applications like DDD

What is SOA Anyway?

Nice try T | l i ke t o ar gue e startadon gdiscussiwroonvihat S@Aes, whinit
exists, whether it exists, or any silly questions like that. For the sake of this discussion, let us just
presume that if you are interested in SOA you prob

VERY BIG SYSTEM! (you may not of course, but someone may have decided that SOA would
magically solve all your IT problems, so you have it anyway)

Our Ecommerce Example

Let us return to the ecommerce scenario | have used a few times in this series. This could b a

single web application, front end coded with MVC, back end written with DDD, talking to an

ORM, producing orders, and sending those through t
i ¢ o mpil anckade of the criteria | mentioned earlier as being suitable for DDD were complex

applications.

As it happens, an ecommerce website is a pretty poor example for a DDD applicatiori there is
little logic, lots of data retrieval and updating, and some pretty graphics. That is, unless you are
Amazon.

oK, | 6gn tgooinet you arendét Amazon i f you are readin
sales operation, thousands of orders a day, complex pricing and discount models, departments

for the warehouse and the delivery operation, billing and accounts systemsb t al k t o €é now )
have a complex application. Sure, on the front end web servers it is much the same if on a larger

scale, but behind the scenes, much more is going on.

And if you have all that, then |6l Yowptobappu got al
have services for Billing, Credit Control, Warehouse and Packing, Stock Control, Delivery, and a
lot more.

Earlier on we talked about Bounded Contexts in DDD
probably an assumption that these were just other parts of the application. For simpler systems
they may well be, but as one of the criteria for a

and data, the Bounded Context could be local, or remote, depending on your needs.



SOA Services as a Facade to Bounded Contexts

Separation at a local level is good for isolating change and for keeping a logical split of things that
do not belong together. On a wider scale, separation allows you to distribute components of a
DDD application as the enterpri se requires.

An individual Bounded Context in DDD is a self con
interface like a traditional application does. Instead it has a Context Map which could well be the

set of services that fulfils our requirement to play nicely in the SOA Enterprise. These services

could be old fashioned web services, or a REST layer, depending on the requirements; they can

talk via a message bus, via synchronous or asynchronous requests, or via RPC requests.

Within the Bounded Context we have a full Domain, we have a full set of Entities, VOs, Domain
Services, Repositories and a persistence layer. So we have our DDD application and we can
have as many or as few of these as we need.

In Conclusion

When you need to think of a distri buted system, think of individual Bounded Contexts as
miniature applications sitting behind a services layer.



The Specification Pattern

Continuing our series on Domain Driven Design, we now get to one of the more interesting
patterns in DDD i the Specification.

A Specificationi s, in simple terms, a pi ec
tch?

S of logic
to a simple question é fAdoes th

mal |
i s

o

ma

With a Specification we split the logic of how a selection is made, away from the thing we are
selecting.

We have a Customer, and we want to be able check if they are eligible for a discount on a
Product.

If we were to put a method on the Customer entity, for example
.IsEntitledToDiscountPrice(Product) we start to couple our entities tightly together, and as the
number of questions we want to ask of our entity increases, the more polluted its interface
becomes.

To avoid this we can use a Specification.
Some Code 7 A First for the Series

The basic implementation of Specification has a single method .IsSatisifiedBy, in our Discount
example above we may have a EligibleForDiscountSpecification, the method would be
.IsSatisifiedBy(Customer c)

The actual Specification is variable in how it is defined, but a very simple version for this scenario
would be:

public interface ISpecification <T>
{
bool IsSatisfiedBy(T sut);
}
public class EligibleForDiscountSpecification . ISpecification <Customer >
{
private readonly Product _product;
public  EligibleForDiscountSpecification( Product  product)
{
_pr oduct = product;
}
public bool IsSatisfiedBy( Customer customer)
{

return  (_product.Price < 100 && customer.CreditRating >=
_product.MinimumCreditRating);

}
}

This now simplifies selection or matching, and the Customer and Product are no longer coupled
T our Specification now knows how to decide if the Customer is eligible for a discount. Ignoring
the fact that the following is a rotten unit test, we can use our Specification like this:

[ Fact ]
public void TestSpecification()



var product = new Product () { MinimumCreditRating = 3, Price =50 };
var spec = new EligibleForDiscountSpecification (product);
var goodCustomer = new Customer () { CreditRating =3 };

var badCustomer= new Customer () { CreditRating =1 };

Assert .True(spec.IsSatisfiedBy(goodCustomer));
Assert .False(spec.IsSatisfiedBy(badCustomer));

}

Two things become very easy when using Specification i we can easily select from lists and we
can pass dependencies without creating coupling.

To find all the Customers in a List<Customer> who are eligible for a discount, we can do (again
ignoring the terrible unit test:

[ Fact ]
public void TestSpecificationCollection()
{
var minCredit = 3;
var product = new Product ()
{ MinimumCreditRating = minCredit, Price =50 };
var spec= new EligibleForDiscountSpecification (product);
var customers = new List <Customer >()
new Customer () {CreditRating = minCredit -2}, Il bad credit
new Customer () {C reditRating = minCredit -1}, /I bad credit
new Customer () {CreditRating = minCredit} /Il good credit
h

IEnumerable <Customer > eligible =
GetAllCustomersMatching(customers, spec);
int count =0;
foreach  (var eligibleCustomer in eligible)
{
Assert .True(eligibleCustomer.CreditRating >= minCredit);
count++;
}

Assert .Equal(l, count);

}

public  IEnumerable <Customer > GetAllCustomersMatching
(IList <Customer >cust omers,

ISpecification <Customer > specification)

{

foreach  (var customer in customers)

{

if  (specification.IsSatisfiedBy(customer))
yield return customer;

}

}

Removing the Dependencies

A scenario | had a while back required an Entity to only allow a method to proceed if a search
against a Repository return no matches already there. This specific example turns out to be quite
common, people seem to need access to Domain Services or Repositories on a frequent basis.



My first question would be, is the Entity doing too much? Is this an operation that should be in a
Domain Service or perhaps a Specification?

Assuming you can | egitimatel y letaimassuraerthative wanttot o t hat
have a Product with a ProductCode 1T but the ProductCode cannot be duplicated. Leaving aside

the fact that this is a rather fake scenario, it means our Product now needs access to the

ProductRepository, which is a bit back to front.

What Options Do We Have?

Generally in this scenario we have a few options:

1. The Entity could call the Repository<Product>.GetByProductCode
2. The Entity could call a Domain Service to check that it is a unique code
3. A domain service could hold all the logic and coordinate the Entity with the Repository.

Option (1) is not a good design T an Entity should not be aware of Repositories. It would
probably require a Service Locator pattern to achieve, but becomes very messy very quickly. It
could possibly be resolved with Double Dispatch, but is still a bit back to front (see 2 below).

Option (2) is a bit back to front i Entities logically sit behind Domain Services. This could work,
as alluded to in a comment to a previous blog post on Domain Services, and if so will require
Double Dispatch to be clean.

Option (3) is probably the best of all those options. Domain Services sit in front of Repositories,
Entities, and other Domain Services.

The last option not on that list is to use Specification.

If we created a NoOtherMatchingProductCodeSpecification, we can cleanly use this to do the
work.

public class NoMatchingProductCodeSpecification . ISpecification <Product >
{
private readonly IRepository<  Product > _repository;
public  NoMatchingProductCodeSpecification(
IRepository<  Product > repaository)

{
_repository = repository;

}

public bool IsSatisfiedBy( Product  product)

{
Product match =

_repository.GetProductByProductCode(product.ProductCode);

return  match == null ;

}

}

Please bear in mind, this is a contrived scenario, | know this specific example has issues around
ACI D etc é it is here to prove a point, and Kyl e



What Is Double Dispatch?

So far | have mentioned it more than a few times, and even used it in the title of this blog i so it
must be i mportant. You have probably used Doubl e D
know it had become a pattern with a proper name.

In simple terms, Double Dispatch means we pas in an object to a function, to let the function take
an action or make a decision, based on the logic of the passed in object. This decouples our
Entities from the actions they take.

Chaining Specifications

It also happens, another useful side effect of Specification is that they can be chained very
easily, but | will leave that till a future post. A starting point if you are interested now is on

Wikipedia

In Conclusion

| seem to have written more code in this post than | intended, and more than has been the style
for the rest of the series. | again intend to blame Kyle for that :) Hopefully it has however given
you a more concrete idea of where and how the Specification pattern can be of use.


http://en.wikipedia.org/wiki/Specification_pattern
http://en.wikipedia.org/wiki/Specification_pattern
http://en.wikipedia.org/wiki/Specification_pattern

Validation, Consistency and Immutability

There seems to be some confusion around these and similar concepts, so | thought it might be
an idea to provide some clarification. Now these t
certainly have a lot of relevance there, and often provoke furious debate.

In this series | first mentioned these things back when | introduced Entities and Value Objects,
| said that you should try and ensure Entities are valid at all times,  and that Value Objects
should be immutable. The discussion around Aggregates and Aggregate Roots has also proved

to be of some confusion, the definition from Eric
consistency rules applies within the Aggregate's b
Validity

The term oOvalidé has many meanings in many context

an Entity, | suggested that you should attempt to ensure that your Entities are always in a valid
state, and cannot become invalid. | followed up that this could be  achieved by removing
property accessors, and only using either constructors or strongly named methods.

Let us go back to our Customer example, and presume that for a Customer to be valid within
our Domain, it must have a CustomerNumber, a FirstName, and a LastName. It may also have
half a dozen other properties.

So we can ensure this Entity never becomes invalid by removing the property accessors for the
CustomerNumber, FirstName, and LastName, and providing a single constructor that allows us
tocreateanew Customer é Customer (customer Number, first

Now there is no possibility that this Customer can become invalid dit either has these three
properties or it cannot be created. I f we want to
can create a new method .UpdateName(firstName, LastName)

By taking this approach, we ensure that the entity can never be put into an invalid state, for
example a developer setting a .FirstName property, but forgetting to set the LastName at the
same time.

Some havetaken this concept too far, and assume that as a Customer also has a Policy, that it
must always have one of these or it is invalid. Of course, there are things we may want to do
with our Customer that will require it to have a Policy, but that does not ¢ onstitute an invalid
Customer, it constitutes a rule that must be applied before we attempt to take the action.

The purpose of ensuring the Entity is always valid prevents us having to do messy things like

checking an .IsValid() method every time we wantt o persist our entity, or we write a function

that accepts an instance of our entity. Enforcing
do not have to code multiple guard clauses scattered across our applications.

Consistency

The term consistency has come up in this series and around DDD mailing lists. In this respect,
consistency is the idea that one piece of data in the system is consistent with another. Here is
the bad news:

You cannot ever achieve total consistency



OKdheadline over. The point is t hat something in your application will always be inconsistent.
The best example is that when your users have chosen to edit the Customer on their screen
they have a copy of that data. By the time they have received that data it will potentially be
inconsistent with the domain, and with your persistence store  dafter all this is why we have
the concepts of optimistic and pessimistic locking. When they submit a change to the
Customer, it is probably minutes out of date.

Back to our headline, when you accept t hat it is impossible to achieve total consistency, you
can deal with the real problem &how you achieve eventual consistency. Eventually messages
will make their way through our domain, eventually data will be persisted, eventually you will
have consistency.

While our reporting domain may lag behind our primary domain, does it honestly matter? How
important is it that they are both totally consistent? You can certainly achieve a close

facsimile of total consistency, but it will come at a high price  ddoes the business want to pay
for this?

When you let go of the premise that your data is ever really consistent, it now just becomes an

issue of an SLA agreement, if the business really wants data that accurate, then explain the

costs and tradeoffs and go with i t . I f after an explanation they unct
consistentd is good enough for al most all applicat
about how important this is to them.

Consistency also applies at a much more granular level, with the do main for example. Entities
and Aggregates may be valid, but not consistent with each other at all times. Eventually they
should become consistent, but ensuring they are all consistent at all times is very tricky to say
the least.

While an Aggregate Root is responsible for ensuring consistency with the Aggregate, it is
acceptable, and almost inevitable that Aggregates will be inconsistent with each other at some
point in their lifetime.

Again, letting go of the myth of total consistency here will give youf ar more flexibility.

Immutability

| would hope this is familiartoall dbut per haps some of you saw me men
quite get my context.

The concept of immutability is pretty much what it says  dthe thing cannot be mutated dor in
context, an | mmutable Value Object can be created, but can never be changed.

If you want to change an immutable object, then you can create a new one and replace the
original.

By making objects immutable, we avoid many problems with validation and consistency, only
the constructors on the object matter, and only they need to validate the parameters passed
in. It is far easier to check all the parameters at a single time than to check individual
properties against each other at a later stage.
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